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Abstract. In this paper we describe iGrid, a novel Grid Information

Service based on the relational model. iGrid is developed within the Euro-
pean GridLab project by the ISUFI Center for Advanced Comput ational
Technologies (CACT) of the University of Lecce, Italy. Amon g iGrid re-
quirements there are security, decentralized control, support for dynamic
data and the possibility to handle user's and/or applicatio n supplied in-
formation, performance and scalability. The iGrid Informa tion Service
has been speci ed and carefully designed to meet these requiements.

1 Introduction

Flexible, secure and coordinated resource sharing among \&requires the avail-
ability of an information rich environment to support resource discovery and
decision making processes. Indeed, distributed computatinal resources, services
and VOs can be thought of as sources and/or potential sinks ofnformation.
The data produced can be static or dynamic in nature, or even ginamic to some
extent. Depending on the actual degree of dynamism, inform#on is better han-
dled by a Grid Information Service (static or quasi-static information) or by a
Monitoring Service (highly dynamic information).

It is important to recall here the key role of information, and thus of Grid
Information Services. High performance execution in grid avironments relies
on timely access to accurate and up-to-date information redted to distributed
resources and services: experience has shown that manuabaffault con guration
hinders application performance. A so called grid-aware aplication can not even
be designed and implemented if information about the execubn environment
is lacking. Indeed, an application can react to changes in & environment only
if these changes are advertised. Self-adjusting, adaptivapplications are natural
consumers of information produced in grid environments.

However, making the relevant information available on-denand to applica-
tions is nontrivial. Care must be taken, since the information can be (i) diverse
in scope, (ii) dynamic and (iii) distributed across one or mae VOs. Information
about structure and state of grid resources, services, netarks etc. can be chal-
lenging to obtain. As an example, let us think about the problem of locating



resources and/or services. Since grid environments are ingasingly adopting ar-
chitectures that are distributed and rather dynamic collections of resources and
services, discovery of both resources and services beconzesli cult and com-
plex task on large-scale grids. Thus, it is immediately evignt the fundamental
role of a Grid Information Service. It is, among many others,a key service that
must be provided as part of a grid infrastructure/middlewar e.

The Globus Toolkit [2] version 2.x provides an LDAP based Inbrmation Ser-
vice called Metadata Directory Service (MDS-2). This servce has been deployed
and used on many grid projects, both for production and devebpment. How-
ever, the performances of the MDS Information Service were ot satisfactory
enough, and the Globus project provided users with a new veisn of this ser-
vice, available in the Toolkit version 3.x and called Monitoring and Discovery
Service (again, MDS-3) [9].

Version 3.x of the Globus Toolkit has been based on the Open Gd Service In-
frastructure (OGSI) and the Open Grid Service Architecture [11] speci cations.
The MDS has been developed using Java and the Grid Servicesaimework [10],
but this service has not seen widespread adoption and deployent because it
will change once again in the upcoming Globus Toolkit versia 4. The new ver-
sion, MDS-4, will be based on the emerging Web Service Resate Framework
(WSRF) speci cation [12].

The GridLab project started adopting initially the Globus M DS, and some
work has been done in order to extend it and to improve its perbrmances [13].
Anyway, we decided to move from LDAP to the relational model, in order to
overcome the Globus MDS shortcomings: a data model better sted for frequent
reading, not able to cope with frequent updates, a weak queryanguage missing
key operations on data (e.g., there is ngoin ), and performances. The relational
data model allows us to model information and store data in tdular form,
relationships among tables are possible, typical relatioal DBMS are strongly
optimized for both fast reading and writing, and nally a goo d query language,
namely SQL, allows complex operations on data, including jms.

The rest of the paper is organized as follows. We describe thirid Infor-
mation Service in Section 2, and report iGrid performancesn Section3. Finally,
we conclude the paper in Section 4.

2 The iGrid Information Service

iGrid is a novel Grid Information Service developed within the European Grid-
Lab project [1] by the ISUFI Center for Advanced Computational Technolo-
gies (CACT) of the University of Lecce, Italy. Among iGrid re quirements there
are performance, scalability, security, decentralized cnotrol, support for dynamic
data and the possibility to handle user's supplied informaion. The iGrid Infor-
mation Service has been speci ed and carefully designed to eet these require-
ments. Core iGrid features include:

Web service interface  built using the open source gSOAP Toolkit [5];



Distributed architecture based on two kind of nodes, the iServe and the
iStore Web services;

Based on relational DBMS currently we are using PostgreSQL [6] as the
relational back-end for both iServe and iStore nodes;

Support for Globus GSI through the GSI plug-in for gSOAP that we have

developed;

Support for TLS (Transport Layer Security) binding to DBMS to se-
cure database communications;

Support for GridLab Authorization service (GAS) to retrieve authoriza-
tion decisions [7];

Support for Administrator de ned Access Control List to allow for lo-
cal decisions;

Support for heterogeneous relational DBMS through the GRelC library
that we have developed;

Support for GridLab Mercury logging service to allow logging operations
on the Mercury Monitor Service [8];

Support for multiple platforms iGrid builds on Linux, Mac Os X, Tru64,
Aix and Irix;

Extensible by adding new information providers (this requires modifying the
iGrid relational schema);

Extreme performances  as needed to support grid-aware applications;

Fault tolerance  see detalils in this section.

The iGrid distributed architecture, as shown in Fig. 1, is based on two kind of
nodes, the iServe and the iStore GSI [3] enabled Web serviceBhe iServe collects
information related to a speci ¢ computational resource, while the iStore gathers
information coming from registered iServes. The iGrid Infamation Service is
based on arelational DBMS back-end and can handle informatin extracted from
computational resources and also user's and/or applicatia supplied information.
iStores and iServes have the same relational schema for easgestion both on
the local machine (iServe node) and remote machine (iStoreade). The current
architecture allows iStores to register themselves to otheiStores, thus creating
distributed hierarchies.

We recall here that the network topology closely resembleshe one adopted
by the Globus Toolkit MDS-2, however we use a completely di e@ent information
dissemination strategy based on a push approach, whilst MD is based on a
pull approach. Even though the iGrid performances are alreg satisfactory (as
shown later in Section 3), we are also investigating a possie implementation of
a peer to peer overlay network based on one of the current statof the art dis-
tributed hash table algorithms in order to further improve i Grid scalability. The
implementation includes system information providers ouputting XML, while
user's and/or application information is directly supplie d by the user/application
simply calling a web service registration method.

The information generated on iServe machines is stored lodlg on their Post-
greSQL database using the GRelC library and binding securglwith TLS to the
database; moreover the information is also converted to XMLusing the GRelC



MultiQuery protocol to preserve referential integrity amo ng data belonging to
di erent tables. Finally, it is sent to the iStore nodes.

The Web service interface is based on the gSOAP toolkit and orthe GSI
plug-in for gSOAP [4], a package we have developed to add GSksurity to the
iGrid Web Service. Our latest version of this software provides the following
features:

based on the GSS API for improved performances;
extensive error reporting related to GSS functions used;
debugging framework;

support for both IPv4 and IPv6;

support for development of both web services and clients;
support for mutual authentication;

support for authorization;

support for delegation of credentials;

support for connection caching.

Lt Wt W e W W e W e W et Nt

. We have designed iGrid taking into account security as folbws. All of the con-
nections from users/applications to iServes, from iServedo iStores and from
iStores to hierarchical iStores are protected by means of a 6 channel, and all
of the communications from an iServe or iStore to its local PstgreSQL database
are protected by a TLS channel. This provides mutual authenication, con den-
tiality and anti-tampering, preventing snooping, spoo ng, tampering, hijacking
and capture replay network attacks. iGrid provides a fully customizable autho-
rization mechanism, based on a GSI callback. Administratos are free to use
the GridLab Authorization Service (GAS), the Globus Toolki t Community Au-
thorization Service (CAS) or to implement their own authori zation service. The
iGrid daemon does not need to run as a privileged user, we sdite the environ-
ment on iGrid startup and validate all user input. Special attention is devoted
to the prevention of SQL injection attacks. For a typical SQL SELECT query
the user's query string is escaped as needed and validatedkieally and syntacti-
cally by an SQL parser that accepts only valid SELECT statements and rejects
everything else.

Decentralized control in iGrid is achieved by means of distibuted iServe and
iStore services. Both creation and maintenance of system/ser/application in-
formation are delegated to the sites where resources are adlly located, and
administrators fully control how their site local policies are enforced. For in-
stance, they decide about users/application that must be tusted for both data
lookup and registration, if an iServe must register to one ormore iStores, if an
iStore must accept incoming data from remote iServes, the quency of system
information dissemination from iServes to iStores on a perriformation provider
basis etc.

The implementation exploits the GrelC libraries [14], another software pack-
age we have developed targeting iGrid initially, and extened later to support
the management of general purpose grid DBMS.The GRelC projet supplies
applications with a bag of services for data access and integtion in a grid
environment. In particular, iGrid relies on the following t wo libraries:



{ Standard Database Access Interface (libgrelcSDAI-v2.0);
{ MultiQuery (libgrelcMultiQuery-v1.0).

The former provides a set of primitives that allows the iGrid Information
Service to transparently get access and interact with di erent data sources. This
library o ers an uniform access interface to several DBMSs gploiting a set
of wrappers (that is, dynamic libraries providing dynamic binding to specic
DBMSs) which can be easily plugged into our system. It is worh noting here
that the SDAI library must take into account and solve the DBM S heterogeneity
(di erent back-end errors, APIs and data types), hiding all of the di erences by
means of a uniform layer. To date, SDAI wrappers are develop&for PostgreSQL
(which represents the default DBMS used by the iGrid Information Service),
MySQL and unixODBC data sources, providing interaction both with relational
and not relational databases.

The MultiQuery library is built on top of the libgrelcSDAI an d provides a
set of APIs to develop an XML/SQL translator for the MultiQue ry submission.
The MultiQuery is a GRelC proprietary kind of query/format u sed to update a
data source using a massive amount of data (this is a single sh query). The
rationale behind this kind of query is that the user does not drectly transfer the
update query (INSERT, UPDATE and DELETE), but just the data i n XML
format from which the XML/SQL translator is able to infer the query itself.
The MultiQuery format contains logical links which will be r esolved to physical
links by the XML/SQL translator on the DBMS side. Due to the na ture, the
mechanism and the performance of this query, the Multiqueryis strongly rec-
ommended to populate relational Information Services. In he iGrid project the
MultiQuery les are written by the Information Providers af ter gathering local
data. Additional information related to a performance analysis in an European
testbed of the MultiQuery can be found in [15].

The iGrid Information System can handle information related to:

System belongs to this class information like operating system, rkease version,
machine architecture etc;

CPU for a CPU, static information like model, vendor, version, dock speed is
extracted; but also dynamic information like idle time, nice time, user time,
system time and load is provided;

Memory related to memory, static information like RAM amount, swap space
size is available. Dynamic information is related to availéble memory and
swap space;

File Systems static as well dynamic information is extracted; some examfes
include le system type, mount point, access rights, size ad available space;

Network Interfaces  information that belongs to this category includes: net-
work interface name, network address and network mask;

Local Resource Manager the information belonging to this category can be
further classi ed as belonging to three di erent subclasses: information about
gueues, about jobs and static information about Local Resorce Management
System (LRMS). Some examples of information that can be extacted are:
LRMS type and name; queue name and status, number of CPU assigd to



Fig. 1. iGrid hierarchical architecture

the queue, maximum number of jobs that can be queued, numberfaqueued
jobs, etc; job name, identi er, owner, status, submission ime etc. Currently
information providers for OpenPBS and Globus Gatekepeer ag available;

Certi cation Authorities information related to trusted Certi cation Au-
thorities includes certi cate subject name, serial number, expiration date,
issuer, public key algorithm etc.

Information can be also supplied by users by invoking the apppriate Web
service register methods. The user's supplied informationncludes:

Firewall name of the machine where the rewall is installed on, adminstrator
name, the range of open ports allowed to pass through the reall;

Virtual Organization information related to VOs can be used to automat-
ically discover which resources belong to a given VO. In thiscategory we
have VO name, resource type, help desk phone number, help deS§JRL, job
manager, etc;

Service and Web service this information can be used for Service or Web
service discovery; information like service name, accessluowner, descrip-
tion, WSDL location, keyword is available.

The iGrid implementation relies on three main threads:

{ Web Service Interfacethis thread is in charge of serving all of the SOAP
requests coming from SOAP clients;

{ Collector this thread handles the communications needed to publish i€rve
information into registered iStores. Periodically, the Collector will send to all
of the registered iStores the information extracted by infamation providers,



while user's and/or application supplied information is instead immediately
sent to registered iStores. In case of failure of an iStore Serves temporarily
remove the faulty iStore from their registration list. Peri odically, the iStore
list is updated by adding previously removed iStores when ifres are avail-
able again. In this case, the local database is dumped and imedliately sent
to newly added iStores;

{ Information Provider Manager this thread will activate one thread for each
information provider listed in the iGrid con guration le. Upon information
provider termination the extracted information will be imm ediately stored
into the local database and copied in an appropriate spool dectory for
further pubblication on registered iStores by the Collector thread.

iGrid uses a push model for data exchange: as already explad, informa-
tion extracted from resources is stored on the local PostgieQL database, and
periodically sent to registered iStores, while user's anddr application supplied
information is immediately stored on the local database andsent to registered
iStores. Thus, an iStore has always fresh, updated informaén on its local Post-
greSQL back-end, and does not need to ask iServes for inforrti@n. In contrast,
the Globus Toolkit MDS-2 GIIS (Grid Index Information Servi ce) needs to query
remote GRIS (Grid Resource Information Service) servers wén the information
requested by the user is not available on the GIIS local cachdndeed, MDS-2
uses a pull mechanism, and a cache expiry mechanism. This a€sely a ects
MDS-2 performances.

The iGrid Information service does not need to exploit caching mechanisms in
order to improve performances, since the underlying relatinal engine can answer
complex queries e ciently, and all of the information is alw ays available. Another
mechanism we exploit to enhance performances is automatidale information
pruning. Each information is tagged with a time to live attri bute that allows
iGrid to safely remove stale information from the database & needed. Indeed,
on each user lookup data clean-up is performed before retunmg to the client
the requested information. Moreover, when iGrid starts the entire database is
cleaned up. Thus the user will never see stale information.

The iGrid Information Service provides fault tolerance: in case of failure of
an iStore, iServes temporarily remove the faulty iStore fran their registration
list. Periodically, the iStore list is updated by adding previously removed iStores
when iStores are available again. In this case, the local dabase is dumped and
immediately sent to newly added iStores. Moreover, becausef iGrid distributed
and hierarchical architecture it is possible to implement aprimary/backup ap-
proach by mirroring an iStore con guring all of the iServes to publish their
information simultaneously on two or more di erent iStores.

The iGrid Information Service is used by the recently estabished SPACI
consortium, that is building a grid among ISUFI/CACT, Unive rsity of Naples,
University of Calabria and Hewlett-Packard.



3 iGrid Performances

The performances of iGrid are extremely good. In what follovs, we report the
performance obtained for information retrieval on two testbeds. There were
no high speed, dedicated networks connecting the machineselbnging to the
testbeds, and MDS2 servers were accessed without GSI authication, while
iGrid servers were accessed using GSI. The results were aaged over 50 runs.

Table 1 refers to tests related to the rst testbed which comprises an iServe
and a GRIS server hosted on one machine in Lecce, Italy, and aiStore and GIIS
server hosted on another machine in Brno, Czech Republic. A ugry to both
iStore and MDS2 GIIS was issued requesting all of the availdle information
using clients in Lecce.

Table 2 refers to tests related to iStore/GIIS servers runnng on the second
testbed which comprises four machines in Italy (three in Lece and one in Bari,
a city 200 Km far from Lecce) and one located in Poznan (Polanil The clients
were in Poland, and the servers in Lecce. A total of four queBs were issued.
The rst query in this set requested all of the information of each registered
resource, the second one requested all of the information laed to the machine
in Poland, and the third one requested only the CPU information related to each
registered resource. The last query was a complex query inlking many ltering
operations to retrieve information about attributes related to CPU, memory,
network and lesystems.

Table 3 refers to tests related to iServe/GRIS servers runnig on the second
testbed. Two queries were issued requesting respectivelyll af the information
and information related only to the CPU using clients in Poland and servers in
Bari.

As shown, iGrid performance is always much better than MDS2 vhen the
cache is expired. When the cache is not expired iGrid perform like MDS2 and
in some cases even better taking into account that iGrid use§& S| authentication
while MDS2 do not on these testbeds. Finally, it is worth noting here that iGrid
answers very quickly even queries involving complex Iterhg on data. Since in
grid environments it is di cult to always nd an MDS2 server ¢ ache not expired,
iGrid clearly represents a valid alternative to MDS2.

Table 1. iStore / GIIS Performance on Testbed One

Cache| Cache
expired|not expired
(secs) (secs)
GlIS 77 7
iStore 0.6

Search for information
related to all resources




Table 2. iStore / GIIS Performance on Testbed Two

iStore / GIIS |All res. info |Poland machine all info |All res. CPU info |{Complex query
(secs) (secs) (secs) (secs)
cache 25,88 23,52 22,42 18.59
expired
GlIS cache nof
. 2,53 1,64 0,46 0.67
expired
iStore 3,06 1,01 0,92 0.67

Table 3. iServe / GRIS Performance on Testbed Two

iServe / GRIS |All info |CPU info
(secs) | (secs)
Zi‘;‘r‘z 4 | 2388 336
GRIS cache nof
. 1,05 0,39
expired
iServe 0,95 0,81

4 Conclusions

We have described iGrid, a novel Grid Information Service baed on the rela-
tional model. The GridLab Information Service provides fag and secure access
to both static and dynamic information through a GSI enabled Web service.
Besides publishing system information, iGrid also allow publication of user's
and/or application supplied information. The adoption of t he relational model
provides a exible model for data, and the hierarchical distributed architecture
provides scalability and fault tolerance. The software, whch is open source, is
freely available and can be downloaded from the GridLab progct web site.
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