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1 Adaptiv e Basic Infrastructure

The basic infrastructure that is neededto implement adaptive componerts is currently avail-
able and has also beendeployed on the GridLab testbed. The current implementation gathers
machine and network information that is neededto solve the use-cases.Moreover, it provides
an interface to corveniertly accessthe gathered information. We will now briey describe the
designof the basic infrastructure of the Adaptiv e system, called the Delphoi system from now
on. The Delphoi system consistsof three software componerts. First, the Delphoi web service
frontend is usedfor data accessby clients and other services. Next, the Delphoi module itself
sernes as a contact point for the clients and keepstrack of the Pythia modules. Finally, the
Pythia modules gather information and contain all intelligence.

1.1 Delphoi Web service

The web service frontend provides an interface to query the adaptive system. Like other web
servicesin the GridLab project, the Delphoi web serviceusesGSI security, which allows two-way
authentication and delegation of credertials.

1.2 Delphoi module

The certral componert in our framework is Delphoi, which keepstrack of the running Pythias,

and seresasa contact point for the clients that are interestedin retrieving information from our
system. For example,when Delphoi is asked to predict the time it takesto transfer a le from A
to B, it will locate the Pythia on machine A and forward the request. Delphoi contains a sackets
frontend module. This frontend providesthe samefunctionality asthe web servicefrontend (see
above). However, socket communication is faster than web services,and doesnot su er from the
restrictions that are inherent to the web servicesmodel. For example, it is possibleto transfer
Java objects containing complete network graphs annotated with latency and bandwidth with

a single request.

1.3 The Pythias

The Pythias are componerts that are installed on sites throughout the grid. They are internal
componerts in the Delphoi system, and are not exported to the outside. Users of the Delphoi
systemonly useeither the sockets or the web servicefrontend.

The Pythia gathersinformation about the macdhine (or site) on which it is installed and the about
the network connectionsto other macdhines. Using GridLab's Mercury monitoring system, data
about local metrics like CPU load and disk speedis cortin uously collected. Network metrics are
collected using external tools like pathrate, pathchirp, traceroute, etc.

The data collected by the Pythias is processedand stored locally for future reference. Since
the amount of data transferred betweenthe Pythia and the monitoring tools can be large, it is
important that they are co-located. Therefore, like the Mercury monitoring system, the Pythia
generally runs on the resourceitself (the frontend machine of a cluster, for example).

For the GridLab testbed, only a single Pythia installation per site is required. This Pythia
will typically run on the frontend machine of a cluster, as a single processon a shared memory
machine, or on a stand-alone machine that is 'close' to the machine for which information
needsto be gathered (by 'close’' we meanthat the stand-alone macdhine usesthe samewide-area
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connectionsas the 'real' macdine, sothat any network measuremets done to the stand-alone
machine are also represenativ e for the 'real’ machine).

Besidesperforming measuremets, the Pythias are alsoresponisible for answering queries. They
typically cortain seweral componerts which have the intelligence to corvert high level queries
into the processingof low level metrics. The transfer optimization component, for example, can
predict the optimal TCP settings required to to transfer a le betweentwo sites, using the le

size provided by the users, and the network delay, network capacity, and the maximum TCP

bu er sizewhich it has measured.

1.4 More Information

For more information, see:http://www.grid lab.org/WorkPackages/wp-7/design.htmi

1.5 Software Download

The implementations of the adaptive componerts can be downloadedfrom the software download
web page of workpackage 7:

https://lwww.grid lab.org/WorkPackages/wp-7/software.html

On this webpage,the following software can be found:

The prototype of the Adaptiv e basicinfrastructure (the Delphoi system)which consistsof
two componerts, the Delphoi and the Pythia:

https://www.grid lab.org/WorkPackages/wp-7/software/Delphoi-2.1.tar.gz
https://www.grid lab.org/WorkPackages/wp-7/software/Pythia-2.1 .tar.gz

The adaptive componerts implementing the Transfer Protocol Optimization, Replica Sele-
tion, and QueueWaiting Time Estimation usecasegdescribedin Sections2.1,2.2and 2.3).
All three are implemented as Pythia modules, and are included in the Pythia distribution.

The adaptive componerts implementing the Resource Seletion for Parallel Triana Units
usecase(seeSection 2.4). This componert is implemerted as a stand-alonelibrary:
https://www.grid lab.org/WorkPackages/wp-7/software/Qosac.tar.gz

The componerts for the Adaptive Visualization use case(see Section 2.5), which are im-
plemerted as Amira modules:

https://www.grid lab.org/WorkPackages/wp-7/software/bandwidth_regression.tgz
https://www.grid lab.org/WorkPackages/wp-7/software/amira_octree_dataread.tgz

2 Adaptiv e Use Cases

In this sectionwe will give a detailed description of the usecasesand the designand implemen-
tation of the components usedto solve those usecases.

2.1 Transfer Proto col Optimization
Scenario

Migration of a parallel (e.g., Cactus) run from one machine to another machine. Consider that
the application needsa large input data set that must be transfered from the sourceto the
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destination machine. The data should be transfered as e cien tly as possible. GridFTP (and
other transfer protocols) performance depends heavily on the caracteristic of the network link,
such aslatency and available bandwidth, and on the tranfer parametersthat are used. Therefore,
these parameters(e.g., sendand receiwe bu er sizes,the number of parallel streams) should be
carefully tuned for eat seperate link to achieve optimal performance.

Design
To implement this usecasethe following information is required:
amount of data to transfer

estimate of the network capacity betweenthe sites

estimate of the network delay betweenthe sites

Eal A

maximum allowed send and receiwe bu er sizeson both sites

The amount of data to transfer must be provided by the user (or client application). The rest
of the information is measuredby specialized modules in the Pythias. This use caseis also
implemented asa componert in the Pythia.

Using the data described above, we can now compute the TCP stream bu er size as follows:

bufsize= min (max-send-bu er; max-receive-bu er)

Using the product of network delay and capacity, we are able to determine the amount of data
that the sendercan write into the network beforethe rst adknowledgmert is received from the
receiwver. If the TCP bu er sizecan be set large enoughto cortain the total amount of data, a
single TCP stream will su ce.

If the TCP bu er sizecannot be set large enough, however, a single TCP stream will never be
able to usethe full capacity of the network, becausethe senderwill not be able to write enough
data into the bu er to keepthe network lled. As a result, the senderwill eventually block,
waiting for an acknowledgmert from the receier.

By using multiple streams, the sendercan cortinue sending data on a dierent TCP stream,
even if previous streamsare blocked. We can calculate how many TCP streamsare required to
fully usethe capacity of the network as follows:

delay:roundtrip  bandwidth :capacity

streams= 2 .
bufsize

Implemen tation

The implementation of this use caseconsist of a module in the Pythia. This allows e cien t
accessto the required low-level data. The following call in the Delphoi can be usedto access
this module:
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public TcpOptions estimateTcpOptions(
String sourceHostName,
String  destinationHostName,
long dataSize,
String transferMethod,
int  maxTcpStreams,
Calendar startTime)

When this call is received by the Delphoi, it is forwarded to the Pythia on the sourceHostName
site, where it is forwarded to the transfer optimization component. This componert contacts
other componerts in the Pythia to obtains estimationsfor the maximum bu er sizesand capacity
and delay values. To estimate their valuesat the indicated start time of the data transfer, we
have developed a Java version of the NWS forecasterlibrary [WSH99].

The transfer optimization componert then calculates the optimal setting for bu er sizesand
number of streamsusing the formulas described above. Thesevaluesare returned to the Delphoi,
which returns them to the useror client application.

The transferMethal parameter indicates the transfer method that will be used(e.g., GridFTP).
This can be any user-de ned string; the purposeof this string will be explained below.

Results

The work described above was published in [MVNKV04]. That publication describesthe use
casein much more detail, and also includes detailed measuremets.

2.2 Replica Selection
Scenario

Migration of a parallel (e.g., Cactus) run from one machine to another machine. Consider that
the application needsa large input data set that has beenreplicated seweral times throughout
the grid. The time neededto transfer the application input data from a replica to the target
madhine needsto be estimated in advance, for possibly multiple purposes. First, a migration
target machine may be selectedby the time it takesto migrate to it (in behalf of the GRMS).
Second after a migration target hasbeenchosen,one of possibly many replicasmust be selected.
Third, after target machine and sourcereplica have beenselected,the transfer software/proto col
may be optimized (like GridFTP parametertuning). Finally, an estimation of data transfer time
may be necessaryto start migration in time, beforethe allocated computetime on the migration
sourcemacdhine ends.

Design

This adaptation problem consists of selecting a site from a collection of sites, suc that the
estimated transfer time to a target site is minimal. To implement this usecasethe following
information is required:

1. amount of data to transfer

2. estimate of the available network bandwidth from ead of the sitesto the target site.
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Using the amount of data to transfer and the estimate of the available network bandwidth
betweenthe sites, the transfer time per pair of sites can be estimated as follows:

bandwidth :available
data size

transfer time =

The site with the lowest transfer time to the target site can then be selected.

Implemen tation

The following call is available in the Delphoi can be usedto estimate the transfer time between
two sites:

public double estimateTransferTime(
String  sourceHostName,
String  destinationHostName,
long dataSize,
String transferMethod,
boolean substractLoggedTraffic,
Calendar startTime)

This call will be forwarded to the Pythia on the sourceHostName site, where it is handled by
the transfer time prediction component. This componert retrieveshistoric data on the available
bandwidth to the destinationHostName site and usesthe forecasting library to estimate the
available bandwidth at the indicated start time of the data transfer. This prediction is then
used to estimate the required transfer time. The transferMethal and substactLoggeiTra c
parameterswill be explainedin more detail below.

The Delphoi also o ers seeral other versionsof the transfer time estimation call:

public double[] estimateTransferTimeOneToMany(
boolean substractLoggedTraffic,
String  sourceHostName,
String[]  destinationHostNames,
long dataSize,
String transferMethod,
boolean substractLoggedTraffic,
Calendar startTime)

public double[] estimateTransferTimeManyToOne(
String[]  sourceHostNames,
String  destinationHostName,
long dataSize,
String transferMethod,
boolean substractLoggedTraffic,
Calendar startTime)

public double[][] estimateTransferTimeManyToMany(
String[]  hostNames,
long dataSize,
String transferMethod,
boolean substractLoggedTraffic,
Calendar startTime)
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Like the previous call, these calls estimate the time it will take to transfer an amount of data
from one grid site to another. For corvenience,however, these calls can predict the time from
one sourceto multiple destinations, from multiple sourcesto one destination, or from all sites
in a list to all other sitesin that list.

For replica selection, the call using multiple sourcesis used. This call returns an array of
estimated transfer times, one for ead of the sources. By selecting the site with the smallest
transfer time, the closestreplica can be found.

Using the following call, applications can provide feedbak to Delphoi about data transfers that
have taken place. This feedba& can be used by Delphoi to improve future predictions of data
transfer times and TCP options.

public void logDataTransfer(

String  source,

String  destination,

long dataSize,

String transferMethod,
TcpOptions options,
Calendar startTime,
Calendar endTime)

The transferMetha parameter canbe any userde ned string that indicates the transfer method
used(e.g.,\GridFTP" ). By matching this parameterto the transferMethal parameterspassedin
the estimation method described above, Delphoi is able to di eren tiate betweendi erent transfer
medanisms. By correlating feedbad to predictions with the sametransfer method identi er,

Delphoi cantry to improve future predictions of ead transfer method separately

Using the substiactLoggelTrac parametersin the estimation methods, the client can request
that certain loggeddata transfers are reomoved from the historic data. This way, the client can
prevent spoiling the transfer time predictions by its own data transfers. Finally, the options
parameter describesthe TCP options that were usedfor the transfer, if applicable.

2.3 Queue Waiting Time Estimation
Scenario

The GRMS is supposedto schedule an application request such that the application starts
running as soon as possible.

For this purpose,the scheduler needsinformation about predicted wait time in processorqueues
when scheduledto a given machine, or a conbination of multiple madines, the latter in caseof
co-allocation.

Design

Our current systemis designedto predict waiting times in batch queing systems. An example
of such a system PBS, which is widely usedthroughout the Gridlab testbed.

For this usecasethe state of the queue(s)and/or jobs on a resourcemust be frequertly monitored
(e.g.,oncea minute). For ead job in a queue,the following information is recorded:

1. submissiontime of the job
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2. state of the job (e.g., waiting or running)
3. start time of the job

4. number of processorgequired by the job (optional).

By calculating the total number of processorsusedby all running processesthe utilization of
the queue can be determined, provided that the total number of processorsavailable to that
gqueueis known.

Next, for all waiting jobs, the waiting time sofar is determined by subtracting the current time
from their submissiontime. This information is stored for future reference.

In general, the waiting time of a job may depend on its size(i.e., the number of hosts required
to run it). Large jobs, for example, must often wait longer for the required resourcesto become
available. Therefore, the job sizeis usedin the waiting time prediction (if available). Because
it is dicult to treat jobs of ead possiblenumber of hosts separately 4 classesof job sizesare
currently used, single (1 host), small (2 to 4 hosts), medium (5 to 16 hosts), and large (17 or
more hosts).

For eadh classof jobs, the current maximum and averagewaiting times can then be determined.
Using thesevalues,and the forecasterlibrary described previously, the waiting time of new jobs
can be predicted. As described in [MVNK * 05], using the maximum current queuewaiting time
as a prediction yields reasonableresults.

Implemen tation

The implementation of this usecaseconsistsof a queuemonitoring module in the Pythia. This
module frequertly retrievesinformation about the state of the queueson the system, and stores
this information for future reference.

To allow a useror client application to discover which queuesare monitored, Delphoi provides
the following call:

Queue[] getQueues()

This call returns a list of all queueswhich are currently being monitored. Each Queue object
in this list contains the host name, the name of the job manager, and the queue name of a
monitored queue. Multiple job managersmay be available on the samehost (e.g., PBS, Condor,
LSF), and multiple queuesmay be available for one job manager.

The Delphoi forwards this call (in parallel) to ead Pythia, which forwards it to its local queue
monitor module(s). The results are then gathered by the Delphoi and returned to the user.

The Queue objects can be usedto retrieve more detailed information about a speci ¢ queue.
For this purpose,the following calls are available:

QueueConfiguration getQueueConfiguration(Queue queue)

GetQueueCon guration returns information about a queue'scon guration. This con guration
includes the number of hosts available to the queue, the number of CPUs in ead host, and
information on any limits that the queueimposeson useof CPU time, wall time, memory usage,
or number of jobs. Although changesto a queue'scon guration are infrequent, they may still
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occur occasionally For instance, somehostsin a cluster could be down temporarily, decreasing
the hosts available to the queue. Therefore, applications should not assumethis information is
static, but instead should contact Delphoi to retrieve it.

ResourceUtilization getResourceUtilization(
Queuequeue,
Calendar startTime,
Calendar endTime)

The getResourceUtilization call returns information about the average number of free hosts
available to a queuein the specied time interval. This is a measurefor the utilization of
the machine. The Pythia recordsthis information, and usesthe forecasting library to provide
estimations on future utilization of the resources.

QueueWaitingTime getQueueWaitingTime(
Queuequeue,
int jobSize,
Calendar startTime,
Calendar endTime)

The getQueueWaitingTime call retrievesinformation about the waiting time of jobs in a queue
in a speci ed time interval. The Pythia automatically matchesthesequeriesto the appropriate
job class(described above). If the time interval is in the past, historic data will be returned. If it
is (partly) in the future, a prediction will be returned. A QueueWaitingTime object is returned
cortaining the averagenumber of waiting jobs, averagejob waiting time, and (if available) the
standard deviation of job waiting time in the speci ed interval.

Ac knowledgemen ts

The work on this use casewas an collaborative e ort between VU Amsterdam (WP-7) and
PSNC Poznan (WP-9).

2.4 Resource Selection for Parallel Triana Units
Scenario

Triana programs are formed by so-calledunits, connectedto a o w graph, through which data
items ow from sourcesto sinks. Each unit performs some computation to processthe data.
Units may have multiple inputs and outputs, and they may be composedfrom other (simpler)
units. Units can be parallelized in a transparent way. An input stream of a parallel unit can be
split into blocks, which can be handled independertly in parallel by multiple instantiations of a
sequetiial unit. When the input blocks have beenprocessedthe resulting outputs are combined
again into a single output stream.

In a Grid ervironment, a Triana o w graph is supposedto run on a distributed set of machines.
Parallel units needto be mapped onto a set of those machines for execution. The problem is
to optimize the number of machines, so the overall system computes fast enoughto meet the
demandsof the application.
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Design

This adaptation problem can be solved by continuously monitoring the performance of the
machines that perform the computation. By gathering this information in a certral location,
the total performance of the distributed application can be estimated. This total performance
is then comparedto a user-speci ed target to determine if the current set of allocated machines
is adequate,if more machines are needed,or if lessmachineswould su ce. This results in the
following feedbad loop:

measureperformance of eah machine
determine total performance
comparetotal performanceto target

adjust number of machines used (if required)

a M W npoE

go bad to step 1

Implemen tation

This use caseis implemented in the Quality of Serviee Adaptive Component, which can be
downloaded from the web page described in Section 1.5 and has beendescribed in more detail
in [CGH* 04]. This adaptive componert consistsof a library that contains the necessarylogic
to perform the feedbak loop described above.

When starting, the application forwards the target performanceto the adaptive componernt and
registersan eventhandler. This handler will be invoked wheneer the adaptive componert has
any information for the application. Sincethere are no machines performing any computations
yet, the adaptive component will immediately generatean evert to indicate that a resourcemust
be allocated.

The adaptive componert assumeghat the allocation of resourceds doneby the application itself,
using, for example, Gridlab's resourcebroker (GRMS), or a local scheduling system. After the
resourcehas been allocated and the worker (the part that performs the actual computation)
has been started, the application is expected to provide a resoure identier to the adaptive
componert.

To measurethe performanceof the application, the workers must regularly produce an applica-
tion metric which contains information about the progressof the computation. The exact unit
of this metric is irrelevant, but it is important that it is chosensud that the value of the metric
only re ects the performanceof the machine and is not in uenced by the size or complexity of
the computation. For example, an application metric may be produced ead time a worker has
processeca xed amourt of data.

The workers must then provide their application metrics and resourceidenti ers to GridLab's

Mercury monitoring system. Using the resourceidenti ers of the usedresources,the adaptive
componert canthen retrieve the application metrics for all workersfrom Mercury, and estimate if

the current performanceis adequate. If it is not, it will notify the application that more resources
must be allocated. If the current performanceexceedsthe target, the adaptive componert will

try to selecta set of resourceswhose combined performance comesto the excessperformance,
and notify the application that theseresourcesmust be released.
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Ac knowledgemen ts

The work on this use casewas an collaborative e ort between VU Amsterdam (WP-7) and
Cardi University (WP-3).

2.5 The Adaptiv e Visualization
Scenario

A user wants to visualize the output of a completed, or even a running, remote computation
(like a Cactusrun). The critical resourceis the network bandwidth that limits either the quality
or the delay of the visualization, or even both.

The userneedsto determine a desiredtradeo betweenquality and delay. For this purpose,the
user speci es the minimal useful resolution of the image, and a desiredframe rate. The remote
visualization software can then provide the best possibleimageswithin the constraints of the
user and the technical possibilities.

Design

The key to this adaptation problem is to perform visualization using progressiwe resolution. The
visualization software can construct the image hierarchically, starting with a very low resolution,
up to the maximum quality that canbe achievedwithin the constraints of frame rate and network
bandwidth. The resolution may even vary betweendi erent parts of an image.

The adaptation componert usesits network bandwidth data from the Delphoi system, produces
short-term predictions, and correlates this with transfer times of the neededdata over the
measuredlink. The adaptation component then provides an estimate for the data volume that
can be sert within a given time limit.

An adaptive componert in the visualization system (Hierarchy Manager) links the adaptation
information with userde ned visualization parameters. These parametersare:

1. maximal acceptablewait time for initial image, and
2. minimal usableresolution,

3. frame rate.

Data Hierarc hy: A very commonapproad to allow for visualization with adaptive resolution
is to subdivide the image or data spaceinto octree nodes. The root node of the octree (on level
0) has the coarsestresolution, the nodes on the higher levels (1;2;:::) have eah a doubled
resolution.

The root node is transferred rst, then the nodeson level 1 are transfered in someorder, then
the nodeson level 2 and so on. On data arrival, the blocks are ead processedand displayed
independertly. That procedureresultsin a visualization of increasingresolution, with a maximal
data transfer overheadof 125% (3D, doubled resolution on ead level).

If a new frame is requested,the blocks not yet received are abandoned,and a new root node for
the next frame data is requested.
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Figure 1. The sequencealepicts the volume rendering of a remote data set.
First, a coarseresolution represenation of the data is generatedon-the-y

and transferred to the local visualization client. Next, octree nodes closer
to the point-of-interest (in this case,the cameraposition) are requestedand
integrated at progressiely higher resolutions.

Case a:. The user gives a time limit for the rst image to appear The bandwidth
and transfer time estimate is usedto determine the maximal possibledata and image resolution
within the given time limit (initial resolution). The octree hierarchy is created to re ect that
resolution for the root node.

Case b: The user gives a limit for the minimal usable resolution  The octree hierarchy
is createdto directly re ect that resolution for the root node.

Case c: The user sets a xed frame rate The bandwidth and transfer time estimate
is usedto determine the maximal transferable octree depth within the given time limit. The
Octree blocks are retrieved as described, with minimal delay for the root node, and providing
the de ned frame rate in the maximal possibleresolution.

If full resolution cannot be achieved at the given frame rate, only lower levels of the octree are
used.

Case d: The user sets a combination of parameters The bandwidth and transfer time
estimate is usedto determine the maximal possibledata and image resolution within the given
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time frame (initial resolution). If the known minimal resolution cannot be reached in that given
time frame, the QoS cortract is broken, and the data for the minimal resolution are transfered.
Otherwise, the data for the initial resolution are transfered. If the given frame rate allows
additional data transfers, the image is consecutiwely re ned with additional incoming data.

Implemen tation

The implementation of the bandwidth and transfer time estimation are described elsewherein
this documert.

The client library usedto obtain the data is available at
http://mww.grid lab.org/Internal/WorkPackages/wp-7/ index.html#viz .

The Octree setup usesshort term prediction obtained by linerar regressionfrom the obtained
estimation data. That wasimplemented in an Module to the Amira visualization systemnamed
HxHierarchyManager. That module cortrols the Octree setup, and the invocation of the remote
data reader module (HXHDF5External).

The Amira modules are also available at
http://mww.grid lab.org/Internal/WorkPackages/wp-7/ index.html#viz .

Results

The work described above was published in [HMK * 03]. That publication describesthe usecase
in much more detail, and also includes detailed time measuremets.

Ac knowledgemen ts

The work on this usecasewas an collaborative e ort betweenVU Amsterdam (WP-7) and ZIB
Berlin (WP-8).
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